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A commonality between fields: Parametrized Quantum Evolution 

Quantum Machine Learning (QML) Variational Quantum Algorithms (VQAs)  Quantum Optimal Control (QOC)  
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Applications 
Electronic	and	Nuclear	Structure	

Linear	Systems	of	Equations	Combinatorial	Optimization	

Dynamical	Simulation	



Example:	Variational	Quantum	Linear	Solver	
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FIG. 1. Schematic diagram for the VQLS algorithm. The input to VQLS is a matrix A written as a linear combination of
unitaries Al and a short-depth quantum circuit U which prepares the state |bi. The output of VQLS is a quantum state |xi
that is approximately proportional to the solution of the linear system Ax = b. Parameters ↵ in the ansatz V (↵) are adjusted
in a hybrid quantum-classical optimization loop until the cost C(↵) (local or global) is below a user-specified threshold. When
this loop terminates, the resulting gate sequence V (↵opt) prepares the state |xi = x/||x||2, from which observable quantities
can be computed. Furthermore, the final value of the cost C(↵opt) provides an upper bound on the deviation of observables
measured on |xi from observables measured on the exact solution.

ized versions of b and Ax. We provide an efficient quan-
tum circuit to estimate this cost, show that it cannot be
efficiently estimated classically, and discuss several ap-
proaches to optimize it. Furthermore, we derive an oper-
ational meaning for our cost function, as an upper bound
on ✏2/2. This is crucial since it gives a termination cri-
terion for VQLS that guarantees a desired precision ✏.

It is important to emphasize that all VHQCAs are
heuristic algorithms, making rigorous complexity anal-
ysis of these algorithms difficult. Nevertheless, our nu-
merical simulations indicate that the run time of VQLS
scales efficiently in both  and in 1/✏.

We employ Rigetti’s Quantum Cloud Services [35] to
implement VQLS. With their quantum hardware, we
were able to successfully solve a particular linear system
of size 32 ⇥ 32. We are therefore optimistic that VQLS
could provide a near-term approach to the QLSP.

II. RESULTS

A. VQLS Algorithm

1. Overview

Figure 1 shows a schematic diagram of the VQLS al-
gorithm. The input to VQLS is: (1) an efficient gate
sequence U that prepares a quantum state |bi that is
proportional to the vector b, and (2) a decomposition of
the matrix A into a linear combination of L unitaries of
the form

A =
LX

l=1

clAl , (1)

where the Al are unitaries, and the cl are complex num-
bers. The assumption that A is given in this form is
analogous to the assumption that the Hamiltonian H in

the variational quantum eigensolver [20] is given as a lin-
ear combination of Pauli operators H =

P
L

l=1 cl�l, where
naturally one makes the assumption that L is only a poly-
nomial function of the number of qubits, n. Additionally,
we assume  < 1 and ||A|| 6 1, and that the Al unitaries
can be implemented with efficient quantum circuits.

With this input, the Quantum Linear Systems Problem
(QLSP) is to prepare a state |xi such that A|xi is pro-
portional to |bi. To solve this problem, VQLS employs
an ansatz for the gate sequence V (↵) that prepares a
potential solution |x(↵)i = V (↵)|0i. The parameters ↵
are input to a quantum computer, which prepares |x(↵)i
and runs an efficient quantum circuit that estimates a
cost function C(↵). The precise details of the cost func-
tion and its estimation are discussed below. We simply
remark here that C(↵) quantifies how much component
A|xi has orthogonal to |bi. The value of C(↵) from the
quantum computer is returned to the classical computer
which then adjusts ↵ (via a classical optimization algo-
rithm) in an attempt to reduce the cost. This process
is iterated many times until one reaches a termination
condition of the form C(↵) 6 �, at which point we say
that ↵ = ↵opt.

VQLS outputs the parameters ↵opt, which can then
be used to prepare the quantum state |x(↵opt)i =
V (↵opt)|0i. One can then measure observables of in-
terest on the state |x(↵opt)i in order to characterize the
solution vector. Due to the operational meaning of our
cost function (discussed below), one can upper bound the
deviation of observable expectation values for |x(↵opt)i
from those of the true solution, based on the value of
the cost function. Hence, before running VQLS, one can
decide on a desired error tolerance ✏, where

✏ = (1/2)Tr| |x0ihx0|� |x(↵opt)ihx(↵opt)| | (2)

is the trace distance between exact solution |x0i and the
approximate solution |x(↵opt)i. This ✏ then translates
into a threshold value � that the final cost C(↵opt) must

Linear	combination	of	unitaries	
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FIG. 1. Schematic diagram for the VQLS algorithm. The input to VQLS is a matrix A written as a linear combination of
unitaries Al and a short-depth quantum circuit U which prepares the state |bi. The output of VQLS is a quantum state |xi
that is approximately proportional to the solution of the linear system Ax = b. Parameters ↵ in the ansatz V (↵) are adjusted
in a hybrid quantum-classical optimization loop until the cost C(↵) (local or global) is below a user-specified threshold. When
this loop terminates, the resulting gate sequence V (↵opt) prepares the state |xi = x/||x||2, from which observable quantities
can be computed. Furthermore, the final value of the cost C(↵opt) provides an upper bound on the deviation of observables
measured on |xi from observables measured on the exact solution.

sion of b. We provide efficient quantum circuits to es-
timate our cost functions, show under typical complex-
ity assumptions that they cannot be efficiently estimated
classically, and discuss several approaches to optimize
them. Furthermore, we derive operational meaning for
our cost functions, as upper bounds on ✏2/2. This is
crucial since it gives a termination criterion for VQLS
that guarantees a desired precision ✏.

It is important to emphasize that all VHQCAs are
heuristic algorithms, making rigorous complexity anal-
ysis of these algorithms difficult. Nevertheless, our nu-
merical simulations indicate that the run time of VQLS
scales efficiently in both  and ✏, namely, with sub-linear
scaling in  and logarithmic dependence on 1/✏.

We employ Rigetti’s Quantum Cloud Services [34] to
implement VQLS. With their quantum hardware, we
were able to successfully solve a particular linear system
of size 32 ⇥ 32. We are therefore optimistic that VQLS
could provide a near-term approach to the QLSP.

II. RESULTS

A. VQLS Algorithm

1. Overview

Figure 1 shows a schematic diagram of the VQLS al-
gorithm. The input to VQLS is: (1) an efficient gate
sequence U that prepares a quantum state |bi that is
proportional to the vector b, and (2) a decomposition of
the matrix A into a linear combination of L unitaries of
the form

A =
LX

l=1

clAl , (1)

where the Al are unitaries, and the cl are complex num-
bers. The assumption that A is given in this form is

analogous to the assumption that the Hamiltonian H in
the variational quantum eigensolver [20] is given as a lin-
ear combination of Pauli operators H =

P
L

l=1 cl�l, where
naturally one makes the assumption that L is only a poly-
nomial function of the number of qubits, n. Additionally,
we assume  < 1 and ||A|| 6 1, and that the Al unitaries
can be implemented with efficient quantum circuits.

With this input, the Quantum Linear Systems Problem
(QLSP) is to prepare a state |xi such that A|xi is pro-
portional to |bi. To solve this problem, VQLS employs
an ansatz for the gate sequence V (↵) that prepares a
potential solution |x(↵)i = V (↵)|0i. The parameters ↵
are input to a quantum computer, which prepares |x(↵)i
and runs an efficient quantum circuit that estimates a
cost function C(↵). The precise details of the cost func-
tion and its estimation are discussed below. We simply
remark here that C(↵) quantifies how much component
A|xi has orthogonal to |bi. The value of C(↵) from the
quantum computer is returned to the classical computer
which then adjusts ↵ (via a classical optimization algo-
rithm) in an attempt to reduce the cost. This process
is iterated many times until one reaches a termination
condition of the form C(↵) 6 �, at which point we say
that ↵ = ↵opt.

VQLS outputs the parameters ↵opt, which can then
be used to prepare the quantum state |x(↵opt)i =
V (↵opt)|0i. One can then measure observables of in-
terest on the state |x(↵opt)i in order to characterize the
solution vector. Due to the operational meaning of our
cost function (discussed below), one can upper bound the
deviation of observable expectation values for |x(↵opt)i
from those of the true solution, based on the value of
the cost function. Hence, before running VQLS, one can
decide on a desired error tolerance ✏, where

✏ = (1/2)Tr| |x0ihx0|� |x(↵opt)ihx(↵opt)| | (2)

is the trace distance between the exact solution |x0i and
the approximate solution |x(↵opt)i. This ✏ then trans-

Unitary	U	that	prepares	|b>	



Key Question: Will VQAs scale well? 
Heuristics	play	crucial	role	in	answering	this		

Example:	Variational	Quantum	Linear	Solver	(VQLS)	for	solving	linear	systems	

Linear	scaling	observed	
for	specific	problem		

Power-law	scaling	observed	for	
random	sparse	problems	



Sources of scaling inefficiency 
Algorithm	

Classical	
Optimizer	

Updated	variational	parameters	

Parameterized	Quantum	Circuit		

Ansatz	
Circuit	depth	needed	to	reach	solution	

Shots	needed	to	estimate	
cost	or	gradient	

Number	of	iterations	
needed	to	find	global	
optimum	



Sources of scaling inefficiency 

Circuit	depth	needed	to	reach	solution	

Shots	needed	to	estimate	cost	or	gradient	

Number	of	iterations	needed	to	find	global	optimum	

à	Obtstacles	to	variational	quantum	optimization	from	symmetry	
protection.	Bravyi	et	al.	PRL	(2020)		

à	Training	variational	quantum	algorithms	is	NP-hard.	Bittel,	Kliesch.	
arXiv:2101:07267	(2021)		

à	Our	work	and	other	groups’	work	on	barren	plateaus	

Focus	of	this	talk	



A new phenomenon:  
Shot cost to start training grows exponentially 

Why	does	this	
happen	and	
how	can	we	
prevent	it?	

Arxiv:	2011.12245	



Need	to	understand	VQA	landscapes	
Understanding	landscape	could	allow	us	to	predict	the	shot	cost	





Parameterized gates: 

Cost function: 

Barren plateaus in deep circuits 
[McClean et al., 2016]	

Setting: 

(Or	energy	E)	



Barren plateaus in deep circuits 
[McClean et al., 2016]	

Result: 

U-	

Forms	2-design	

U+	

U-		&	U+	
	

Recall,	t-design:	



Parameterized gates: 

Cost function: 

Result: 

If       or        form a 2-design then:  

where 

Barren plateaus in deep circuits 
[McClean et al., 2016]	



Result: 

If       or        form a 2-design then:  

where 

[Harrow & Mehraban,  
2018]	

Barren plateaus in deep circuits 
[McClean et al., 2016]	



Impact	on	Gradient-based	and	Gradient-free	optimizers	
(Arrasmith,	Cerezo,	Czarnik,	Cincio,	Coles.	Arxiv:	2011.12245)	

Now	we	can	understand	why	exponential	scaling	occurs:	
Exponential	precision	required	to	escape	a	barren	plateau	



Extension	to	Hessian	and	Higher	Order	Derivatives	
(Cerezo,	Coles.	Arxiv:	2008.07454)	

Changing	the	optimizer	
does	not	seem	to	solve	
the	exponential	scaling!	



Q: Where do barren plateaus 
come from? 

A:	Highly	expressive	ansatzes	
(i.e.,	ignorance)	



Connecting	ansatz	expressibility	to	gradient	magnitudes	and	barren	plateaus	
(Holmes,	Sharma,	Cerezo,	Coles.	Arxiv:	2101.02138)	

Ansatz	Expressibility:	
(Sim,	Johnson,	Aspuru-Guzik.	AQT	(2019))	



Ansatz	Expressibility:	

Cost	Function:	

Main	Result:	

Generalizes	the	Google	result	to	approximate	2-designs	



Reducing	expressibility	is	necessary	to	avoid	BPs	
Reducing	circuit	depth	helps	



Reducing	expressibility	is	necessary	to	avoid	BPs	
Correlating	parameters	helps	

For	analytical	results,	see	arxiv:	2005.12200		
“Large	gradients	via	correlation	in	random	

parameterized	quantum	circuits”	



Reducing	expressibility	is	necessary	to	avoid	BPs	

Restricting	rotation	angle	range	helps,	when	near	solution		



How to diagnose barren plateaus 



Equivalence	of	barren	plateaus	to	cost	concentration	and	narrow	gorges	
(arxiv:2104.05868)	

Sampling	cost	function	differences	(instead	of	gradients)	can	diagnose	presence/absence	of	BPs	



Predicting	barren	plateaus	with	tools	from	quantum	optimal	control	
(arxiv:2105.14377)	

Periodic	
ansatz:	



Q: Can we extend the barren 
plateau result to shallow depth? 

A:	Yes,	if	we	allow	it	to	depend	on	
the	cost	function	





Barren Plateaus: Locality of the cost function  [Cerezo et al., 2020]  

Setting: 

Global cost function: Local cost function: 

Blocks of local 2-designs 



Barren Plateaus: Locality of the cost function  [Cerezo et al., 2020]  

Results: 

Global cost function: Local cost function: 

exponentially vanishes for                     at worst polynomially decreases 
for  



Global cost function: Local cost function: 

exponentially vanishes for  

exponentially vanishes for  Barren Plateaus:  
Summary 

                   at worst polynomially decreases 
for  



Example:	Quantum	Autoencoders	(Romero	et	al.	Quantum	Sci.	Tech.	(2017))		



Implication:	fermion-to-qubit	mapping	in	VQE	
Confirmed	by	numerics	of	Moscow	group:	

“Variational	Quantum	Eigensolver	for	Frustrated	Quantum	Systems”	
Uvarov,	Biamonte,	Yudin	(2020)	

JW	Transformation	 BK	Transformation	

BP	for	Shallow	Depth	 No	BP	for	Shallow	Depth	



Noise-induced barren plateaus 
Wang,	Fontana,	Cerezo,	Sharma,	Sone,	Cincio,	Coles.	Nature	Comm.	(2021)	

…	



Noise-induced barren plateaus 

Main result: 

We have  

where 

if 

Impacts	problem-inspired	ansatzes	for	VQE	and	QAOA!	

Wang,	Fontana,	Cerezo,	Sharma,	Sone,	Cincio,	Coles.	Nature	Comm.	(2021)	



NIBPs can destroy quantum advantage 

QAOA	numerics	for	MaxCut:	



Can error mitigation solve NIBPs? 
Wang,	Czarnik,	Arrasmith,	Cerezo,	Cincio,	Coles.	Arxiv:2109.01051	

Answer:	No!	
	

Exponential	
scaling	of	
resources	
still	occurs	



Can error correction solve NIBPs? 
Bultrini,	Wang,	Czarnik,	Hunter	Gordon,	Cerezo,	Coles,	Cincio.	Arxiv:2205.13454	

Each	clean	qubit	
exponentially	increases	

gradient	sizes	

Clean	and	dirty	model	



Conclusions	
-  Barren	plateaus	are	one	of	the	few	complexity	theoretic	results	we	have	for	VQAs	

-  Barren	plateaus	(BPs)	can	determine	whether	or	not	quantum	speedup	is	possible	
	
-  Trainability	is	connected	to	(1)	expressibility,	(2)	controllability,	(3)	locality,	(4)	noise	
	
-  Strategies	to	avoid	barren	plateaus	is	a	crucial	area	of	research	

Trainable landscape Barren plateau 
landscape 


